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Much of Science is now Data-Intensive

Number of Researchers

Data Volume

ÅExtremely large data sets
ÅExpensive to move
ÅDomain standards
ÅHigh computational needs
ÅSupercomputers, HPC, Grids
e.g. High Energy Physics, Astronomy

ÅLarge data sets
ÅSome Standards within Domains
ÅShared Datacenters & Clusters
ÅResearch Collaborations
e.g. Genomics, Financial

ÅMedium & Small data sets
ÅFlat Files, Excel
ÅWidely diverse data; Few standards
ÅLocal Servers & PCs
e.g. Social Sciences, Humanities

CƻǳǊ ά±Ωǎέ ƻŦ 5ŀǘŀ
ÅVolume
ÅVariety
ÅVelocity
ÅVeracity

Ψ¢ƘŜ [ƻƴƎ ¢ŀƛƭ ƻŦ {ŎƛŜƴŎŜΩ 



¢ƘŜ Ψ/ƻǎƳƛŎ DŜƴƻƳŜ tǊƻƧŜŎǘΩΥ
The Sloan Digital Sky Survey
ÅSurvey of more than ¼ of the night sky

ÅSurvey produces 200 GB of data per night

ÅTwo surveys in one ςimages and spectra

ÅNearly 2M astronomical objects, including 
800,000 galaxies, 100,000 quasars

ÅмллΩǎ ƻŦ ¢. ƻŦ ŘŀǘŀΣ ŀƴŘ Řŀǘŀ ƛǎ ǇǳōƭƛŎ

Å{ǘŀǊǘŜŘ ƛƴ мффнΣ ΨŦƛƴƛǎƘŜŘΩ ƛƴ нллу

üThe SkyServerWeb Service was 
built at JHU by team led by Alex 
Szalay and Jim Gray

The University of Chicago

Princeton University

The Johns Hopkins University

The University of Washington

New Mexico State University

Fermi National Accelerator Laboratory

US Naval Observatory

The Japanese Participation Group

The Institute for Advanced Study

Max Planck Inst, Heidelberg

Sloan Foundation, NSF, DOE, NASA



Open Data: Public Use of the Sloan Data 

ÅSkyServerweb service has 
had over 400 million web

ÅAbout 1M distinct users
vs 10,000 astronomers

Å >1600 refereed papers!

Å Delivered 50,000 hours
of lectures to high schools

ü New publishing paradigm: 
data is published before
analysis by astronomers

ü tƭŀǘŦƻǊƳ ŦƻǊ ΨŎƛǘƛȊŜƴ ǎŎƛŜƴŎŜΩ 
with GalaxyZooproject

Posterchild for 21st century data publishing



Nucleotide 
sequences

Protein 
sequences

Taxon

Phylogeny
MMDB

3 -D Structure

PubMed 
abstracts

Complete 
Genomes

PubMed Entrez 
Genomes

Publishers Genome 
Centers

Entrezcross-database
search tool 

PMC launched in February 2000



X-Info
ÅThe evolution of X-Info and Comp-X for each discipline X
ÅHow to codify and represent our knowledge

ωData ingest  
ωManaging a petabyte
ωCommon schema
ωHow to organize it 
ωHow to reorganize it
ωHow to share with others

ωQuery and Vis tools 
ωBuilding and executing models
ωIntegrating data and Literature  
ωDocumenting experiments
ωCurationand long-term 

preservation

The Generic Problems

Experiments &
Instruments

Simulations

Literature

Other Archives

facts

facts

facts

facts

Questions

Answers

Slide thanks to Jim Gray



What X-info Needs from Computer Science 
(not drawn to scale)

Science Data 

& Questions

Scientists

Database

to store data

Execute Queries

Systems

Data Mining

Algorithms

Miners

Question & 

Answer

Visualization

Tools

Slide thanks to Jim Gray



Thousand years ago ςExperimental Science
Å Description of natural phenomena

Last few hundred years ςTheoretical Science
Å bŜǿǘƻƴΩǎ [ŀǿǎΣ aŀȄǿŜƭƭΩǎ 9ǉǳŀǘƛƻƴǎΧ

Last few decades ςComputational Science
Å Simulation of complex phenomena

Today ςData-Intensive Science
Å Scientists overwhelmed with data sets

from many different sources 

Å Data captured by instruments

Å Data generated by simulations

Å Data generated by sensor networks

The Fourth Paradigm: Data-Intensive Science
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eScience is the set of tools and technologies
to support data federation and collaboration
ÅFor analysis and data mining
ÅFor data visualization and exploration
ÅFor scholarly communication and dissemination

With thanks to Jim Gray

http://es.rice.edu/ES/humsoc/Galileo/Images/Astro/Instruments/hevelius_telescope.gif


Examples of 
Data-Intensive Science





Cosmic Dawn
(First Stars and Galaxies)

Galaxy Evolution
(Normal Galaxies z~2-3)

Cosmology
(Dark Energy, Large Scale Structure)

Cosmic Magnetism
(Origin, Evolution)

Cradle of Life
(Planets, Molecules, SETI)

Testing General Relativity
(Strong Regime, Gravitational Waves)

Exploration of the Unknown

Extremely broad range of science! 



Data Flow through the SKA

Footer text

SKA1-LOW

SKA1-MID

~2 Pb/s

8.8 Tb/s

7.2 Tb/s

~50 PFLOPS

~5 Tb/s

100 PFLOPS

Users

130 - 300 PB/yr



Large data sets: satellite observations







The AI and Machine Learning Revolution



Some Machine Learning Methods

Neural networks

K-means clustering

Principal Component Analysis

Boltzmann machinesSupport Vector Machines

Hidden Markov Models

Kalmanfilters

Decision trees

Bayesian networks

Radial basis functions

Linear regression

Markov random fields

Random forests



The Machine Learning Revolution
ÅNeural networks are just one example of a 

Machine Learning (ML) algorithm

ÅDeep Neural Networks are now exciting the 
whole of the IT industry since they enable 
us to:

ÅBuild computing systems that 
improve with experience

ÅSolve extremely hard problems

ÅExtract more value from Big Data

ÅApproach human intelligence

e.g. natural language processing

Å The change in the Word Error Rate (WER) 
ǿƛǘƘ ǘƛƳŜ ŦƻǊ ǘƘŜ bL{¢ ά{ǿƛǘŎƘōƻŀǊŘέ ŘŀǘŀΦ 

Å In 2016 Microsoft researchers achieved a 
word error rate (WER) of 6.3 percent, the 
lowest in the industry.





Architectures for 
High Performance Data Analytics







ÅDistributed SQLServercluster/cloud
Å50 servers, 1.1PB disk, 500 CPU

ÅConnected with 20 Gbit/sec Infiniband

ÅLinked to 1500 core compute cluster

ÅExtremely high speed seqI/O (75GB/s)

ÅBalanced: Amdahl number >0.5

ÅDedicated to eScience, provide 
public access through services

ÅFunded by Moore Foundation, 
Microsoft  and Pan-STARRS

ÅWinner of SC08 Storage Challenge!



An Example:
The JASMIN Environmental Science

Super Data Cluster



Centre for Environmental Data Analytics

JASMIN Super-Data Cluster infrastructure



JC2-LSW1 JC2-LSW1 JC2-LSW1JC2-LSW1 JC2-LSW1 JC2-LSW1 JC2-LSW1 JC2-LSW1 JC2-LSW1JC2-LSW1 JC2-LSW1 JC2-LSW1

48 *  16 = 768 10GbE Non-blocking
16 x 12 x 40GbE = 192 40GbE ports

S1036 = 32 x 40GbE

JC2-LSW1JC2-LSW1

JC2-SP1 JC2-SP1 JC2-SP1 JC2-SP1 JC2-SP1 JC2-SP1

16 x MSX1024B-1BFS
48x10GBE + 12 40 GbE

16 x 12 40GbE = 192 Ports /  32 = 6
Total 192 40 GbE Cable

1,104 x 10GbE Ports CLOS L3 ECMP OSPF

Å~1,200 Ports expansion 

ÅMax 36 leaf switches :1,728 Ports @ 10GbE

ÅNon-Blocking, Zero Contention (48x10Gb = 12x 40Gb uplinks)

ÅLow Latency (250nS L3 / per switch/router) 7-10uS MPI

954 Routes

954 Routes

Non-blocking, low latency, CLOS Tree Network



The UK Met Office UPSCALE campaign
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5 TB 

per 

day

Data conversion 
& compression

2.5

TB JASMINData transfer

HERMIT @ HLRS

Automation 
controller

Clear data from HPC once 
successfully transferred and 

data validated



Example Data Analysis

ÅTropical cyclone tracking has become 
routine; 50 years of N512 data can be 
processed in 50 jobs in one day

ÅEddy vectors; analysis we would not 
attempt on a server/workstation (total of 
3 months of processor time and ~40 GB 
memory needed) completed in 24 hours in 
1,600 batch jobs 

ÅJASMIN HPDA architecture has clearly 
demonstrated the value of cluster 
computing to data processing and analysis. 

M Roberts et al: Journal of Climate 28 (2), 574-596



Big Scientific Data from Large 
Experimental Facilities (USA)



















Big Scientific Data from Large 
Experimental Facilities (UK)



UK Science and Technology Facilities Council (STFC)

Daresbury Laboratory
Sci-Tech Dasresbury Campus
Warrington, Cheshire



Big Data and Cognitive Computing:
HartreeCentre collaboration with IBM Research 



Central Laser 
Facility

ISIS 
(Spallation
Neutron 
Source)

Diamond Light 
Source

LHC Tier 1 computing
JASMIN Super-Data-
Cluster

Rutherford Appleton Laboratory



Diamond Light Source



Science Examples

Pharmaceutical 
manufacture  & 

processing

Casting aluminium 

Structure of the 
Histamine H1 

receptor 

Non-destructive 
imaging of fossils



Detector data rates 
increasing faster than 
aƻƻǊŜΩǎ [ŀǿ
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Data Rates at Diamond

Thanks to Mark Heron 



Thanks to Chris Prosser

Cumulative Amount of Data Generated By DiamondCumulative Amount of Data Generated at Diamond



Nucleous

Cryo-SXT Data

Noisy data, missingwedge artifacts, missing

boundaries

Tens to hundreds of organellesper dataset

Tedious to manually annotate

Cell types canlook different

Fewprevious annotations available

Automated techniques usually fail

Segmentation

Neuronal-like mammalian cell line; single 
slice

Nucleus

Cytoplasm

Challenges:

Data

ǒ B24: Cryo Transmission X-ray Microscopy beamline at DLS

ǒ Data Collection: Tilt series from ±65° with 0.5° stepsize

ǒ Reconstructed volumes up to 1000x1000x600 voxels

ǒ Voxel resolution: ~40nm currently

ǒ Total depth: up to 10ɛm

ǒ GOAL: Study structure and morphological changes of whole cells

3D Volume Data

Segmentation of Cryo-Soft X-ray 
Tomography (Cryo-SXT) data

Computer Vision
Laboratory

B24 beamline
Data Analysis Software Group

scientificsoftware@diamond.ac.uk


