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Quantum Optimal Control (QOC)

QOC seeks to generate high-performance quantum gates via
pulse shaping

Perfect Entangling (PE) gates are critical for universal
computation

Real-world challenges:

Decoherence, leakage, hardware constraints
Limited pulse amplitude and bandwidth

Conceptual diagram: Pulse shaping to drive two-qubit gates.
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Quantum Speed Limit (QSL)

The QSL defines the shortest possible time in which a quantum state or
gate can evolve between configurations.

Why QSL matters for NISQ devices:

Fast gates reduce exposure to decoherence

Essential for building high-throughput quantum circuits

Real-world constraints:

Limited control amplitudes and bandwidth

Noise and leakage distort evolution and reduce fidelity

Challenge

Designing pulses that approach the QSL - while staying physical -
requires advanced optimization and robust control techniques.
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Traditional Methods in QOC

Well-established approaches optimize control pulses by leveraging
knowledge of the system Hamiltonian

Examples:

GRAPE - Gradient ascent on pulse fidelity

CRAB - Basis-function expansion for pulse shaping

GOAT - Smooth, hardware-friendly analytic optimization

Strengths:

Effective for idealized systems with known parameters

Proven success on various quantum hardware

Limitations:

Require accurate system models

Highly sensitive to initial guesses

Takeaway

These methods can produce high-performance gates - but struggle
to generalize or adapt under real-world noise and drift
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Reinforcement Learning as Alternative

RL Agent Quantum Env.

Pulse action

State, reward

The agent learns from interaction with a quantum simulator or
experiment hardware

Such environment dynamics are:

High-dimensional and are highly sensitive to noise
Surrogate modelling is hard or infeasible

Deep RL methods (e.g. PPO, TRPO) have already shown success
in:

State preparation, gate synthesis, and pulse shaping
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Research Objectives

Develop a parametrised RL environment - ZCQPEE

ZCQPEE

Z-Control Quantum Pulse Episodic Environment

Train RL agents to produce perfect entangling (PE) gates

Explore key control challenges:

Different reward structures and control parameterisations
Sample efficiency and training stability
Robustness and generalization to perturbed quantum system
parameters

Benchmark against traditional QOC methods
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System Description

Three-qutrit setup with a tunable
coupler

Q1, Q2: fixed-frequency
qutrits

Qc : tunable central coupler
driven by u(t)

Control goal: learn u(t) to
generate a PE gate

Note

Q1: ω1/2π = 5.8899 GHz
Q2: ω2/2π = 5.0311 GHz
∆ω/2π = 0.8588 GHz

Figure: System diagram with
transmon qutrits and tunable bus Qc
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System Hamiltonian for dummies
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RL Environment – ZCQPEE

Models quantum gate control as a Markov Decision Process:

State

Processed observables from quantum state vector + contextual
episodic info

Action

Control pulse deltas applied over K steps

Reward

Encourages entanglement, low leakage and pulse smoothness

Interacts with Schrödinger equation solver to update system
evolution

Supports testing reward functions, observation variants, and
noise robustness
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Gate Quality Metrics

Concurrence & Unitarity: indicators of control pulse success

Concurrence (C): Measures how entangling the gate is

C = 1 means the gate is perfectly entangling

Unitarity (U): Measures how well the gate stays within the
computational subspace

High U means minimal leakage into unwanted states.
Low U implies information is lost into the leakage space.

Good to know...

Concurrence is only meaningful when unitarity is high
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Action Space & Reward Function

Action Space:
Agent outputs K pulse delta values per step
These are cumulatively summed to form the next K
amplitudes of the control pulse u(t)
Pulse constraints applied: |u(t)| ≤ 10

π GHz.

Reward Function:
Encourages entanglement and unitarity:

r(s, a) = − log10(1− (0.25 · C + 0.75 · U))− αTV · TV

Penalizes rough pulses and constraint violations.

Episode Termination

Episodes truncated on numerical instability from SE solver or
pulse amplitude is out-of-bounds with r = −10

Episodes terminated on time limit of 50 ns
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RL Training Progress
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Reward heatmap over training
steps

X-axis: RL training steps (log
scale)

Y-axis: Pulse time (ns)

Higher rewards correlate with
better entanglement and
unitarity

RL agent learns to generate
effective control sequences at
1̃0M steps
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Training Dynamics & Pulse Evolution
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evolution

X-axis: RL training steps (log
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Insights

Emergence of specific frequencies
required for robust entanglement of
the model within ZCQPEE
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Optimized Pulse Characteristics
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(a) Frequency domain: high-frequency
components of raw generated pulse (blue)
are filtered (orange)

(b) Time domain: smooth pulse shape
more suitable for hardware

(c) JT cost is virtually unaffected by
filtering - preserving entanglement
properties
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Concurrence & Unitarity Error Reduction
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(1− C ) sharply decreases around 4M steps at 10 ns pulse time

(1− U) consistently minimized with training

Insights

This training shows an effective RL-learned pulse around 12.5M training steps (1 − U in the order of 1 × 10−4)
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Robustness Analysis

Comparing 3 pulses: good & bad init. guess Krotov-optimised
pulses + RL-generated pulse

Static deviations in the qubit frequencies: ∆ω1 and ∆ω2,
±1% of nominal

Krotov (bad guess)
Strong sensitivity to parameter

variation

Krotov (good guess)
Good performance only near nominal

configuration of quantum model

RL-generated pulse
Maintains low JT over broad region
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Generalization Capability
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RL policy generates a new pulse
for each (∆ω1,∆ω2) pair

Distinct islands of high-performing
regions appear in reward landscape

Concurrence and unitarity errors
remain low across a broad area

Highlights functional generalisation
- not possible with traditional QOC
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Generalization Capability
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Good performance ≈ ±0.1%
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Naive Generalized Training
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More generic policy

Same agent parameters - TRPO

ZCQPEE → ZCQPEE With
Resonance Drift

Sample 0.1% drift in ω1 & ω2

per episode
Parameters frozen for the
entire episode

Best performance is not as good as
before ...

... but we get more stable
operation around the operating
point, i.e. central island of
high-reward is much larger
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Comparison with Gradient-Based Methods

Traditional QOC (e.g. Krotov, GRAPE):

Sensitive to initial pulse guesses.

Produces static solutions tied to specific Hamiltonians.

Optimization limited to local parameter regions.

Reinforcement Learning:

Learns a reusable policy π: state → action.

Robust to parameter drift (hardware uncertainties).

Generalizes across tasks without retraining.

Enables real-time adaptation.
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Key Findings

RL successfully generates control pulses which implement PE
gates

Learned pulses remain robust under qubit frequency drift

RL policy generalises beyond fixed system configurations -
functional control

Outperforms traditional QOC in flexibility and noise
robustness

Re-demonstrated feasibility of deploying RL-based control in
realistic quantum devices
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Future Directions

Reinforcement Learning offers generalization for free — learned
policies adapt to changes without retraining.

This is especially valuable for NISQ devices, where system
parameters drift and modeling is imperfect.

Future work can explore:

Meta-RL: Agents that rapidly adapt to new hardware or gate
specifications.
Online fine-tuning: Real-time policy updates using
experimental feedback.
Multi-task control: Learning general-purpose controllers
across diverse QOC tasks.

RL shifts QOC from one-shot optimization to adaptive control
frameworks.
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Questions & Discussion
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Model Parameters

Table: Parameters used in system Hamiltonian

Component Parameter Value

Qubit 1
Frequency (ω1/2π) 5.8899 GHz
Anharmonicity (α1/2π) 324 MHz
Coupling (g1/2π) 100.0 MHz

Qubit 2
Frequency (ω2/2π) 5.0311 GHz
Anharmonicity (α2/2π) 235 MHz
Coupling (g2/2π) 71.4 MHz

Tunable Coupler
Frequency (ωc/2π) 7.445 GHz
Anharmonicity (αc/2π) 230 MHz

RWA frequency (ωr ) 6.0 GHz
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Training Parameters

Algorithm: Trust Region Policy Optimization (TRPO)

Steps per episode: 1000

Total training steps: 15M

Discount factor (γ): 0.99

Learning rate: 3× 10−4 (Harmonic decay by 1 order of mag. over
20M steps)

Clip range: 0.2

Reward shaping weights:

Entanglement vs. unitarity: 25% vs 75%
Total variation penalty: αTV = 1× 10−3

Actor-Critic network shapes: MLP of 2 layers of 128 nodes per
network
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Action Space Details

The agent outputs K = 3 continuous values per step (pulse deltas)

Values are cumulatively summed to update the control pulse u(t)

Action limits ensure |u(t)| ≤ 10/π GHz

Promotes hardware-feasible control signals
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ZCQPEE Observables

Environment observations include:

Real and imaginary parts of state vector (compressed)
System parameters (e.g., pulse step index, episode time
fraction)
Cumulative pulse energy and amplitude snapshot

Normalized to [−1, 1] range for stable learning

Supports different state extraction schemes (e.g., target-gate
overlap, density matrix)
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ZCQPEE with Resonance Drift

To test generalization, random static offsets were applied to ω1 and
ω2 per episode

Drift range: ±1% of nominal frequencies

RL policies were evaluated on swept grids of (∆ω1,∆ω2)

Pulse robustness and policy adaptability tested across perturbed
environments
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