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History and context
Origin of deep Gaussian processes

The seminal paper [Damianou, Lawrence, Deep Gaussian processes,
AISTATS, ’13] was the first to formalise the methodology and use
term ”deep Gaussian process”.

As of 27/08/2025, this paper has 1709 citations on Google scholar.

A Google scholar search for the phrase ”deep Gaussian process” gives
almost 400 results since 2025 alone.
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History and context
Comparison to deep neural networks

The authors motivate deep Gaussian processes as networks with a
certain architecture, reminiscent of deep neural networks.

Deep neural networks and deep Gaussian processes do share
similarities, e.g.

I complex structure defined through iteration,

I aim to improve the quality/accuracy of predictions made.

In contract to deep neural networks, deep Gaussian process have a
statistical foundation, which gives

I uncertainty quantification and interpretability,

I and validity of any conclusions drawn from that interpretation.

Many algorithms based on deep Gaussian processes are Bayesian,
meaning that they involve prior knowledge as well as observed data.

I Deep Gaussian processes typically are more well-behaved when
observed data is sparse and/or we extrapolate from observed data.
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Deep Gaussian processes
Background on standard Gaussian processes [Rasmussen, Williams ’06]

Consider the scalar-valued Gaussian process f ∼ GP
(
m(u), k(u, u′)

)
on a bounded domain D ⊆ Rdu .

This means that f(u) is a Gaussian random variable for every u ∈ D,
with E[f(u)] = m(u) and Cov[f(u), f(u′)] = k(u, u′).

For {ui}mi=1 ⊆ D, the random variables {f(ui)}mi=1 follow a joint Gaussian

distribution with E[f(ui)] = m(ui) and Cov[f(ui), f(uj)] = k(ui, uj).

Sample paths Mean and standard deviation
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Deep Gaussian processes
Background on standard Gaussian processes II [Rasmussen, Williams ’06]

Typical covariance kernels used in applications include the family of
Matèrn covariances

kMat(u, u
′) =

σ2

Γ(ν)2ν−1

(
‖u− u′‖2

λ

)ν
Bν

(
‖u− u′‖2

λ

)
.

Special cases: ν = 1
2
⇒ σ2 exp(− ‖u−u

′‖2
λ

) and ν =∞⇒ σ2 exp(− ‖u−u
′‖22

2λ2 )

The covariance Cov[f(u), f(u′)] decays
with distance ‖u− u′‖2.

This involves hyper-parameters:

I σ2 (= kMat(u, u)) = V[f(u)]]
→ point-wise variance/contrast,

I λ → fluctuation length scale/range,

I ν → smoothness/regularity. c(r) = kMat(‖u− u′‖2)
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Deep Gaussian processes
Background on standard Gaussian processes III [Rasmussen, Williams ’06]

You can tune the
hyper-parameters
...

... but the
process is always
stationary, i.e. its
behaviour is the
same everywhere
in its domain.
kMat(u, u

′) does

not depend on u

and u′ explicitly.
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Deep Gaussian processes
Challenges in the non-stationary setting

By non-stationarity we mean functions f that exhibit varying
behaviour over their domain D, e.g. through different length scales.

This setting frequently appears in applications, including seismology
and cardiac modelling.

Using stationary kernels in this context does not always work well.

We need a model that captures variable length scales.
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Deep Gaussian processes
General framework [Dunlop, Girolami, Stuart, T., ’18]

Deep Gaussian processes are hierarchical models which are able to
model complex and non-stationary behaviour.

Consider a sequence {f`}`∈N0 of processes that are conditionally
Gaussian:

f0 ∼ GP
(
0, k(u, u′)

)
,

f`+1|f` ∼ GP
(
0, k(u, u′; f`)

)
, ` = 1, 2, . . .

with k(u, u′; f`) a covariance kernel depending on f`. We refer to
fL−1 as a deep Gaussian process with L layers.

The final layer fL−1 is usually of interest, and the previous layers
{f`}L−2`=0 act as hyper-parameters.
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Deep Gaussian processes
Example: Composition or deformation/input warping

A particular example is the construction in [Damainou, Lawrence ’13],
which involves composition of Gaussian processes:

f`+1|f` ∼ GP
(

0, kMat

(
f`(u), f`(u

′)
))
,

for f` : R→ R. (Similar structure to deep neural networks).

The general case f` : D ⊆ Rdu → R can be formulated as

f`+1|f` ∼ GP

(
0, kMat

(
F
(
f`(u)

)
, F
(
f`(u

′)
)))

,

for suitable F : R→ D.

Alternative interpretation: deformation
or input warping.

Example: f`(u) = (u+ 1.5)4.
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Deep Gaussian processes
Example: Non-stationary covariance kernel

Another example is based on the non-stationary covariance kernel
construction introduced in [Paciorek, Schervish ’04].

Given
I a stationary covariance kernel such as kMat

(
‖u−u′‖2

λ

)
, and

I a function λ(u) representing a (non-stationary) correlation length,

we define the non-stationary covariance kernel

kNS(u, u′;λ) =
2d/2λ(u)d/4λ(u′)d/4

(λ(u) + λ(u′))d/2
kMat

(
‖u− u′‖2√
λ(u) + λ(u′)/2

)
.

For a deep Gaussian process, choose λ(u) = F (f`(u)) for some
non-negative function F , e.g. λ(u) = f`(u)2 or λ(u) = exp(f`(u)):

f`+1|f` ∼ GP
(

0, kNS(u, u′;F (f`))
)
.
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Deep Gaussian processes
Numerical examples: Non-stationary covariance kernel

Each column
shows a sample
of {f`}6`=0.

Non-stationary
behaviour is
evident from
` ≥ 1.
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Applications in Computational Imaging
Computational imaging inverse problem [Kaipio, Somersalo ’06]

Many applications require non-stationary models, e.g. seismology,
cardiology, . . .

Images are often non-stationary, with sharp edges and patches of
(almost) constant colour.

Given an observed image dobs and an observation operator G, we
want to reconstruct the true image d from

dobs = G(d) + η ,

where
I η is observational noise, assumed to be normally distributed.

I G is the identity (denoising), a blurring operator (deblurring), a Radon
transform (X-ray), . . .
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Applications in Computational Imaging
Computational imaging inverse problem [Kaipio, Somersalo ’06]

Bayes’ formula allows us to assign a probability to d for given dobs:

P(d|dobs) ∝ P(dobs|d)P(d) = likelihood× prior

Likelihood is determined by observation model.

Choice of prior distribution is crucial for accurate reconstruction.

I The likelihood matches to the observed image, but the prior makes it
an image (i.e. incorporates any structure).

For computational purposes, an image is a matrix of intensity values
per pixel (= cell in a 2-dimensional grid).

Deep Gaussian processes are defined as a continuous function (→
infinite resolution), but a suitable prior for an image can be read off.
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Applications in Computational Imaging
Standard Gaussian process prior [Latz, T., Urbainczyk ’25]
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Applications in Computational Imaging
Standard Gaussian process prior [Latz, T., Urbainczyk ’25]
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Applications in Computational Imaging
Deep Gaussian process prior [Latz, T., Urbainczyk ’25]
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Applications in Computational Imaging
Deep Gaussian process prior [Latz, T., Urbainczyk ’25]
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Applications in Computational Imaging
Deep Gaussian process prior [Latz, T., Urbainczyk ’25]
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Applications in Computational Imaging
Advantages and Challenges

Advantages:

Deep Gaussian processes are able to capture sharp edges.

I Prior knowledge on the location or number of edges is not required.

Deep Gaussian processes have a well-defined continuous limit, which
makes them robust with increasing resolution.

I The total variation prior loses structure with increasing resolution.

Challenges:

We need efficient computational methods to sample the high
dimensional and non-Gaussian posterior P(d|dobs).
(Dimension = # layers × # pixels)

I Early work often focussed on variational (i.e. approximate) inference,
but there’s recent progress in full Bayesian inference in e.g.
[Monterrubio-Gomez et al ’20], [Sauer et al ’23], [Latz, T., Urbainczyk
’25], . . .
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Applications in Computational Imaging
Algorithmic considerations [Latz, T., Urbainczyk ’25]

For the 2-layer deep Gaussian process, we use the representation
(based on [Lindgren, Rue, Lindström ’11])(

κ2 −∆
)α/2

f0(x) =W0(x), ← inverse length scale

(F (f0(x))−∆)α/2 f1(x) =W1(x), ← non-stationary process

with F (y) = min
(
200 + 100 · exp (2y) , 1502

)
.

We use a (non-centred) Markov chain Monte Carlo algorithm on
W = [W0,W1], which are i.i.d. Gaussian and allow for pCN proposals
with dimension robust performance (see [Cotter et al, ’13]).

To solve the fractional SPDEs for each sample, we use rational
approximation of matrix powers (see [Hofreither, ’21]):

A = κ2 −∆ ≈ Ah ⇒

{
f0 ≈ f0,h = A

−α/2
h W0,h

A
−α/2
h ≈ r(Ah)
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Analytical properties
Deep Gaussian process regression

Many applications involve regression, i.e. predicting the output of a
system at a new input based on observed input-output data.

Given N (noisy) function values y = {un, f †(un) + εn}Nn=1, we want
to recover the underlying function f † : D → R, D ⊆ Rdu .

I Real data y usually comes with noise, e.g. εn ∼ N(0, δ2) i.i.d..

I Synthetic data, where f† is an expensive simulator, is often noise-free,
i.e. εn ≡ 0.

In deep Gaussian process regression, we put a deep Gaussian process
prior fL on the unknown function f †, and update this to the posterior
distribution fL|y using Bayes’ theorem:

dµy,δ
2,L

dµLprior
(f) ∝ exp

(
− 1

2δ2

N∑
n=1

(yn − f(un))2

)
.

A. Teckentrup (Edinburgh) Deep GPs August 27th ’25 19 / 29



Analytical properties
Deep Gaussian process regression

Many applications involve regression, i.e. predicting the output of a
system at a new input based on observed input-output data.

Given N (noisy) function values y = {un, f †(un) + εn}Nn=1, we want
to recover the underlying function f † : D → R, D ⊆ Rdu .

I Real data y usually comes with noise, e.g. εn ∼ N(0, δ2) i.i.d..

I Synthetic data, where f† is an expensive simulator, is often noise-free,
i.e. εn ≡ 0.

In deep Gaussian process regression, we put a deep Gaussian process
prior fL on the unknown function f †, and update this to the posterior
distribution fL|y using Bayes’ theorem:

dµy,δ
2,L

dµLprior
(f) ∝ exp

(
− 1

2δ2

N∑
n=1

(yn − f(un))2

)
.

A. Teckentrup (Edinburgh) Deep GPs August 27th ’25 19 / 29



Analytical properties
Deep Gaussian process regression: example [Dunlop, Girolami, Stuart, T. ’18]
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Analytical properties
Deep Gaussian process regression: example II [Dunlop, Girolami, Stuart, T. ’18]
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Analytical properties
Deep Gaussian process regression: example III [Dunlop, Girolami, Stuart, T. ’18]

Table: L2-errors ‖f† − E(fL|y)‖L2 between the true field and sample means.

N 1 layer 2 layers 3 layers

1024 0.0856 0.0813 0.0681

256 0.1310 0.1260 0.1279

Observations (here and more generally):

Increasing N leads to smaller error (larger N → more information)

Increasing L initially leads to smaller error, but typically stagnates
rather quickly (larger L → more flexible model)

Can we prove this?
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Can we prove this?
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Analytical properties
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Analytical properties
Depth of deep Gaussian processes: ergodicity in L [Dunlop, Girolami, Stuart, T. ’18]

Recall: deep Gaussian process fL defined through

f0 ∼ GP
(
0, k(u, u′)

)
,

f`+1|f` ∼ GP
(
0, k(u, u′; f`)

)
,

with k(u, u′; f`) a covariance kernel depending on f`.

Question: Do we need a large number of layers L?

Practical answer: No!

Mathematical answer: Due to the Markov structure, we can interpret
the depth of {f`}`∈N0 in terms of ergodicity:

I ergodic constructions have an invariant distribution and a finite depth
given by the mixing time ⇒ fL ∼ π for large L and some π

I non-ergodic constructions have infinite depth.
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Analytical properties
Theorem on Ergodicity [Dunlop, Girolami, Stuart, T. ’18]

Consider the finite dimensional deep Gaussian process

f `+1|f` ∼ N
(
0,C(f`)

)
, f` ∈ RM ,

with f` ∈ RM representing f` evaluated at M of points in D.
Suppose we use the non-stationary covariance kernel kNS(u, u′;F (f`)), with

F non-negative and locally bounded,

kS positive definite and continuous, with limr→∞ kS(r) = 0.

Then there exists a unique invariant measure π, and there exists ε ∈ (0, 1)
such that for any f0 ∈ RM there is K(f0) > 0 with

‖PL(f0, ·)− π‖TV ≤ K(1− ε)L for all L ∈ N.

P ` denotes the `-step transition kernel of the Markov chain {f`}, so
PL(f0, ·) is the distribution of fL starting from f0.

Total variation distance: ‖µ− π‖TV = supA∈B(Rdu ) |µ(A)− π(A)|
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Analytical properties
Posterior consistency: convergence in N

To prove convergence as N →∞, we can make use of results from:

I numerical analysis/approximations theory, e.g. [Wendland ’04]
→ noise-free setting

I non-parametric statistics, e.g. [Van der Vaart, van Zanten ’11]
→ noisy setting

Convergence properties will depend on the regularity of f † and the
covariance kernel k.

I The smoother f† is, the faster the convergence rates will be.

I We need to match the smoothness of f† and k. Undersmoothing or
oversmoothing will lead to sub-optimal rates.

A. Teckentrup (Edinburgh) Deep GPs August 27th ’25 25 / 29



Analytical properties
Posterior consistency: convergence in N

To prove convergence as N →∞, we can make use of results from:

I numerical analysis/approximations theory, e.g. [Wendland ’04]
→ noise-free setting

I non-parametric statistics, e.g. [Van der Vaart, van Zanten ’11]
→ noisy setting

Convergence properties will depend on the regularity of f † and the
covariance kernel k.

I The smoother f† is, the faster the convergence rates will be.

I We need to match the smoothness of f† and k. Undersmoothing or
oversmoothing will lead to sub-optimal rates.

A. Teckentrup (Edinburgh) Deep GPs August 27th ’25 25 / 29



Analytical properties
Convergence as N →∞ based on composition

Theorem ([Moriarty-Osborne, T., in prep.])

Let D ⊂ R be bounded, y = {un, f †(un)}Nn=1, and suppose

f0 ∼ GP
(
0, k0(u, u

′)
)
,

f`|f`−1 ∼ GP
(
0, k`(u, u

′; f` − 1)
)
, ` = 1, . . . L,

with (i) k0 = kMat(ν0), k` = kMat(ν0) ◦ f`−1 for ` = 1, . . . , L− 1, and
kL = kMat(νL) ◦ fL−1 with νL = bν0 − L/2c − 1/2, and (ii) (fL−1)

−1

exists and ‖fL−1‖Wβ,∞(D) <∞ almost surely, ensured for example via
rejection sampling. Then for β = bν0 − L/2c > du/2, there exist
C, h0 > 0 such that for all hDN ≤ h0 and α ≤ β we have

‖f † − E[fL|y]‖Hα(D) ≤ C
(
hβ−αDN

+ δh
du/2−α
DN

)
‖f †‖Hβ(D)

Error bound is given in terms of the fill distance of DN = {un}Nn=1

hDN = sup
u∈D

min
un∈DN

‖u− un‖2. hDN ∼ N
−1/du

A. Teckentrup (Edinburgh) Deep GPs August 27th ’25 26 / 29



Analytical properties
Insights and challenges

In addition to giving convergence guarantees, analytical results can offer
practical guidance on designing deep Gaussian processes.

Ergodicity in L justifies using a small number of layers.
How fast is the convergence? What parameters does it depend on?

Convergence theorems in N give conditions on k and L to obtain
optimal convergence rates for f † ∈ Hβ(D).
Does this work for general kernels? Can we get non-asymptotic
statements?

For f † with more structure, deep Gaussian process regression can give
faster convergence rates than standard Gaussian process regression,
see e.g. [Finocchio, Schmidt-Hieber ’23].
What structure is needed? How does this depend on k?
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Conclusions

Deep Gaussian processes are hierarchical models which can model
complex and non-stationary behaviour.

There are still many challenges remaining in designing efficient
algorithms and analysing their properties!
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